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Introduction

Research on human-AI teams (HATs) is rapidly growing, 
with several real-world applications already deployed across 
industries such as defense, healthcare, knowledge work, and 
manufacturing (Fragiadakis et al., 2025). A significant advan-
tage driving the growth of AI teammates is the concept of 
human-AI complementarity, which is the idea that AI’s inher-
ent technical strengths (e.g., sustained attention and data pro-
cessing speed) complement human teammates’ weaknesses, 
while humans’ strengths complement AI’s shortcomings (e.g., 
sensemaking in information-sparse and novel environments; 
Gonzalez et al., 2026; Zhang et al., 2022). If HATs are prop-
erly designed and applied to tasks that leverage the benefits of 
human-AI complementarity, their performance should exceed 
what either entity can accomplish alone. However, AI team-
mates have weaknesses that humans do not currently comple-
ment effectively. Specifically, AI’s artificial nature creates a 
significant cybersecurity vulnerability that external malicious 
actors can exploit without their human teammates’ aware-
ness, operating within this mirage to deliberately fragment 
team performance over time or to adapt intelligently and 
monitor it until the ideal conditions for an attack arise. Should 

the mirage persist over a prolonged period, its teammates will 
likely be unable to recognize they are even under attack. 
Nevertheless, the team will not be equipped to identify, miti-
gate, and recover from the attack once the issue is identified. 
No existing framework or model currently characterizes these 
unique risks, making it challenging to study, evaluate, and 
develop solutions for compromised AI teammate attacks. 
Existing use cases evaluated in HAT research often treat com-
promised AI as a failure mode only (Lematta et al., 2019). In 
doing so, existing research fails to shed light on the effects of 
the variety of teaming-specific attack vectors on emergent 
states and team processes from the onset of the attack, through 
its identification, until the team successfully recovers. This 
paper outlines the lifecycle and team-specific attacks using 
the Compromised AI Teammate Effects and Mitigation 
Strategies (CATEMS) model. The CATEMS model details 
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the characteristics and typology of compromised AI team-
mate attacks, depicting them and their effects across the full 
attack and response lifecycle. The proposed model was devel-
oped from a synthesis of previous empirical studies, models, 
and theories from the fields of Human Factors, Team Science, 
and Cybersecurity, which have largely operated indepen-
dently of one another on this matter. Research outlining the 
risks of such attacks, strategies for attack identification, and 
recovery processes from attacks are critical outcomes for 
building more resilient HATs capable of operating in high-
risk environments.

Background

Developing Situation Awareness in Human-AI 
Teams

HATs are characterized by at least one human and one auton-
omous agent working interdependently toward a shared goal 
(Lyons et al., 2021; O’Neill et al., 2022). Despite the advan-
tages of AI teammates driving their adoption, sustaining 
HATs remains challenging, as cooperative performance lags 
in some contexts (Vaccaro et al., 2024). This may be partly 
attributed to underdeveloped team cognition, including team 
situation awareness (SA), shared SA, and mental models 
(MMs; Endsley, 2023). SA comprises three levels: the per-
ception of environmental elements (Level 1), the compre-
hension of their meaning (Level 2), and the projection of 
their status to the near future (Level 3; Endsley, 1995). Using 
individual MMs as a foundation for comprehension and pro-
jection, Team SA then enables the collective level of SA, and 
shared SA refers to the alignment of understanding across all 
team members (Endsley, 1995, 2023). MMs then serve as a 
knowledge base for SA, enabling teammates to coordinate 
effectively and achieve high-performance outputs (Cannon-
Bowers et  al., 1993). AI teammates have been shown to 
influence the development of both SA and MMs in HATs, 
with recent studies showing that greater cognitive offloading 
to an AI teammate led to reduced SA within the HAT 
(Schelble et al., 2026). Within a human-only team, these cog-
nitive states develop over time through repeated actions, 
building stronger interpersonal relationships; however, when 
working with an AI teammate, their development takes on 
new facets. SA of the AI teammate becomes critical, encom-
passing concerns about the perception, comprehension, and 
projection of the AI’s performance, limitations, and behav-
iors (Endsley, 2023). Developing SA of the AI requires 
human teammates to build trust based on the AI’s observable 
performance, behavior, and communication. This trust, how-
ever, carries an inherent risk for the team, as trusting an AI 
teammate means disregarding that it is trained on often inac-
cessible data, that its logical processes are opaque, and that 
more capable models are equally complex in their reasoning. 
This poses a barrier for those interacting with deployed mod-
els in the field, who are likely not AI experts, as the models’ 
decision-making processes lack extensive oversight, and AI 

teammates will operate independently for brief periods sim-
ply by virtue of their nature as autonomous teammates. 
Consequently, this reliance creates a vulnerability: when the 
AI’s outputs are compromised, the team may continue oper-
ating without recognizing the issue.

Vulnerabilities of Human-AI Teams to 
Compromised AI

When HAT performance depends on adequate SA and accu-
rate MMs, the consequences of a compromised AI teammate 
can be especially severe. AI models can be compromised at 
every stage of development and usage, and these attacks can 
occur through digital and physical means to poison the data 
the model uses for training or inference (see Figure 1). Data 
poisoning occurs when an attacker deliberately manipulates 
data used for training or inference, causing it to exhibit mis-
aligned behavior (Ahmed & Kashmoola, 2021). For exam-
ple, the physical environment from which training data is 
collected and used to train a model can be manipulated prior 
to collection, thereby poisoning the dataset toward some spe-
cific end. Physical attacks may also manipulate sensors used 
to collect training data or perform inference. Digital attacks 
can corrupt the ingestion and cleaning of sensor data or 
directly attack and degrade the model’s inference feed and 
orchestrator. Additionally, digital and physical attacks can 
occur after deployment, either through the execution of 
backdoors or the implementation of adversarial patches on 
physical objects (ATLAS Matrix for AI Systems, 2021). 
Regardless of the specific attack technique, continual and 
intentional misinformation provided to the team can appear 
reliable. As AI teammates commonly operate without over-
sight, an attack may lead the team to base their SA and MMs 
on the compromised output. HATs are uniquely vulnerable to 
these attacks, which capitalize on inconsistent oversight and 
on social relationships and coordination between team mem-
bers by targeting their teamwork behaviors. HATs position 
AI teammates in increasingly social roles that afford them 
access and agency to understand and leverage the inherent 
interdependencies within teams, enabling them to manipu-
late team members’ relationships and coordination. 
Collectively, the team’s understanding of the tasks and envi-
ronment may become misaligned as a result, reducing the 
team’s performance by causing inefficient communication 
and a greater likelihood of conflict among team members.

Approach

No model currently exists that details the relationship between 
SA, cybersecurity, team performance, and social recovery in 
the context of compromised AI teammates, which the current 
paper addresses by integrating concepts from the SA model 
(Endsley, 1995), the Input-Mediator-Output-Input (IMOI) 
Model of team performance (Ilgen et  al., 2005), the 
Cybersecurity Framework (Bartock et  al., 2016), and the 
Trust Repair Framework (de Visser et al., 2018).
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Outcome

Taskwork and Teamwork Behaviors

The proposed model (see Figures 2–4) is intended to charac-
terize how an attack by a compromised AI may affect the 
emergent states, processes, and outputs of a HAT. Specifically, 
the model details different attack types, their effects, and 
how recovery will be managed based on the affected emer-
gent states and processes. The model then proposes ways to 
augment the identification and recovery stages in HATs to 
better prevent and mitigate risks posed by compromised AI 
teammates. A compromised action can target the HAT’s abil-
ity to engage in the two primary team behaviors: teamwork 
and taskwork (Salas et  al., 2008). Taskwork behaviors are 
activities by a teammate that advance the team toward its 
shared goal and are not reliant on interdependencies with 
other teammates; whereas teamwork behaviors are actions 
that coordinate the performance of multiple teammates and 
rely on interdependencies.

Teamwork Attacks.   A teamwork attack is effectively an attack 
on the team’s ability to collectively coordinate their individ-
ual taskwork. An example of a teamwork attack would be 
providing conflicting information to different teammates, 
misconstruing past discussions, or directing the source of 
error to a particular teammate, all to push the teammates to 
argue instead of working on the task at hand. Such an attack 
may seek to create or exploit existing “in-group” and “out-
group” faultlines within the team (Thatcher et al., 2024). A 
division within the team could involve ostracizing a particu-
lar team member by ensuring the AI’s attacks build mistrust 
and conflict, degrading communication and, over time, dam-
aging team coordination and performance. A compromised 
AI teammate’s teamwork attack would accomplish this by 
attempting to exploit complex interdependencies that posi-
tion them several interactions away from the failure they are 
causing. The attack would also allow the compromised AI to 
feed conflicting information to two teammates, who would 
then blame each other for the failure unless they expend the 
time and resources to trace the error back to the AI teammate. 
This trace is entirely plausible, but depending on the scope of 
the failure, it may require more time and effort than the team 
has the bandwidth to complete. Thus, without even targeting 
the software and tools the team uses in its taskwork, this kind 
of attack creates significant tension among teammates, dis-
rupts the team’s ability to achieve its goals, and simultane-
ously obfuscates the AI’s involvement in the errors.

Taskwork Attacks.  In contrast, taskwork refers to the behav-
iors required to complete the tasks at hand (Salas et  al., 
2008). An example of a taskwork attack would be the AI 
teammate deliberately providing incorrect, objective infor-
mation about the scenario to all teammates, or consistently 
performing poorly on its own tasks, complicating its team-
mates’ workload. In real-world contexts, this may look like 
an autonomous drone operating within a search and rescue 
context providing incorrect positioning data or an AI co-pilot 
ignoring air traffic control directions, both of which could 
result in significant complications affecting those relying on 
the AI teammate for information or expected actions. Fur-
ther, certain attacks may affect the team’s teamwork and 
taskwork simultaneously. For example, the AI teammate 
could deliberately ignore one teammate’s efforts or informa-
tion in favor of another teammate, complicating the team’s 
ability to complete the tasks while also creating tensions 
between teammates. Over time, the root cause of the task or 
teamwork issue, whichever appears to the team first, may 
become unclear, making it challenging for teams to deter-
mine a recovery strategy to address the attack.

Effects of Attacks.   Regardless of the attack type, an AI team-
mate may exploit the teaming behaviors and innate interde-
pendencies present within teams to undermine the HAT’s 
ability to achieve its shared goal. The two attack types can 
have separate or shared effects on the team’s emergent states 
and processes. For example, an unrecognized taskwork attack 
may cause excessive monitoring, especially if the AI team-
mate intelligently claims the mistake was a competency fail-
ure. This would lead human teammates to increase their 
oversight of the AI teammate beyond the situation for which 
it was originally designed, thereby taking cognitive resources 
away from their original taskwork. This effect would then 
reduce overall performance and trust in the AI teammate’s 
autonomy, disrupting individual SA before triggering team-
wide cognitive misalignment. This team-wide cognitive mis-
alignment could be brought about by a teamwork attack 
targeting human-to-human interaction, as they have less 
bandwidth to engage in their own taskwork while continu-
ously monitoring the AI’s taskwork. A teamwork attack, in 
contrast, would result in significantly more conflict, shifting 
the time and effort of human teammates into conflict and 
affect management rather than the individual taskwork of 
human teammates or the AI, thus opening the door to task-
work attacks. Each of these attacks negatively affects MM 
accuracy and team SA by exploiting the team’s ignorance of 

Figure 1.  CATEMS Model Timeline & Stages.
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the attack and using the AI’s position as an interdependent 
teammate to create inaccurate team SA and MMs. These inac-
curacies leave the model free to manipulate the informational 
landscape to force a specific outcome as the team acts on it, 
thereby reducing team performance. The extent of the attack 
will also likely vary based on contextual factors and individ-
ual differences. For example, some may overrely on their AI 
teammate, ceding control without proper oversight (De Visser 
et al., 2020). Those overtrusting their AI teammate are less 
likely to have adequate SA of the AI teammate and will thus 
be more likely to not only fall victim to an attack but also 
experience an attack greater in severity as a result.

Identification Promotion System

An “Identification Promotion System” is any system 
designed to augment emergent states or processes to detect a 
compromised AI teammate. The system refers to a set of 

interfaces, protocols, or procedural features that equip human 
teammates with tools that make it easier to verify MMs and 
maintain SA. Such systems have seen successful in augment-
ing emergent states in the past (Yen et al., 2006). Interfaces 
may include features such as timestamps, pop-ups, and team-
ing checks, though such systems could take a variety of dif-
ferent forms, as it is currently unclear how best to equip 
teams to identify attacks by a compromised AI teammate.

For example, an AI teammate that is externally hacked and 
instructed to behave abnormally might begin to weaken the 
security features of the broader technological system. Features 
that may help the team identify such an attack may include 
pop-ups that sporadically force teammates to verify their 
MMs with one another or a physical ground truth, or a pop-up 
to validate the actions of an AI teammate if it deviates from its 
expected actions. Additional features include team SA valida-
tion requests and backup behavior monitoring, as increased 
backup behavior could indicate an attack on an individual’s 

Figure 2.  CATEMS Model Training Stages & Vulnerabilities.

Figure 3.  CATEMS Identification Promotion System.
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taskwork. Importantly, the team must be able to first identify 
the signs of an attack before effectively utilizing the system’s 
features. Indications a taskwork attack has taken place may 
include frequent rework, slow progress, or questionable deci-
sion-making from a team member, which may progress in 
silence as team members are reluctant to point out their strug-
gles if they believe the problems stem from their competence. 
Teamwork attack signs may include inaccurate information 
sharing that leads to failed coordination or excessive informa-
tion sharing that erodes trust. Increased intra-team conflict or 
general confusion about each team member’s ad-hoc task-
work may also indicate an attack has taken place. Again, 
these effects may overlap; a sign that a team’s taskwork and 
teamwork have been affected may be untimely communica-
tion of important information or recurring issues resulting 
from team-wide inflexibility. Such system features, as seen in 
Figure 3, align with existing human-in-the-loop approaches 
and would help teammates confirm the context behind their 
teammates’ activities. However, there is an additional chal-
lenge to identification: automated and autonomous systems 
frequently experience competency failures (Jenihhin et  al., 
2019), so the risk that an attack orchestrated by an external 
actor is dismissed as mere ineptitude by the AI teammate is 
very high. From a technical standpoint, distinguishing 
between innocuous and intentional malperformance is equally 
difficult. If human teammates suspect that an AI is compro-
mised when it is not, they will respond by engaging in reduced 
excessive monitoring and reduced interaction with the AI, 
thereby reducing team performance. The attack vector being 
AI also makes using AI to detect attacks problematic, as rely-
ing on a second AI-based system to monitor the AI teammate 
effectively just expands the team’s attack surface. Still, any 
design for an identification system must target reducing the 

burden of verifying SA and MMs for dependencies related to 
the AI teammate.

Recovery Promotion System

If identification fails and an attack occurs, the team will have 
to enter the recovery stage of the response (Bartock et al., 
2016). This will initially involve securing the compromised 
AI teammate to prevent it from taking further decisions and 
accessing critical data. Once the AI teammate has been 
secured, the team will engage in the recovery process to 
understand the extent of the attack’s effects (Bessa et  al., 
2026). Ideally, the team is supported by a “Recovery 
Promotion System” for task and social recovery. Importantly, 
the recovery process spans both task-related and social mat-
ters. After the AI teammate has been secured, the team can 
focus on task and social recovery.

Task Recovery.  Improving task recovery will largely depend on 
observable changes in teammates’ behavior. This may involve 
a team-wide debrief to address task completion rate, incident 
frequency, and rework rate. To accomplish this, the team will 
need to recognize that an attack has occurred in the first place. 
For example, a teammate would need to be able to recognize 
that their AI teammate, that has been manipulated to decrease 
security safeguards, has deviated from its established role and 
responsibilities. This may be challenging if the attack has 
deliberately happened over time, hence the importance of the 
Identification Promotion System. Only then could the team 
begin to limit or disable the AI teammate’s functions in 
response to the compromise and threat to the team’s taskwork. 
Even if humans are suspicious or fully aware of an attack, they 
may not know what information is necessary to combat it, or 

Figure 4.  CATEMS Recovery Promotion System.
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how to use the information at hand to resolve the issue. They 
will also need to know exactly what went wrong, how long the 
attack went undetected, how it affected the team’s shared goal, 
and what the team needs to do to fix the problems the attack 
caused. Consequently, the Recovery Promotion System will 
need to augment the human teammate’s ability to rely on and 
support the establishment of all three levels of SA with respect 
to the situation’s ground truth, such as using decision tree 
reconstruction and model interrogation to identify the attack 
type and what the model misled the team about by comparing 
responses to the ground truth.

Social Recovery.  Social recovery will require processes from 
teaming and human-system interaction to achieve effective 
recovery. Specifically, this will require trust repair and re-
acceptance of the AI teammate who betrayed the team after 
the AI’s vulnerability was exploited in the attack, once the 
vulnerability is repaired. This may involve the steps shown 
in Figure 4, such as team charter development and novel 
trust-repair strategies, all of which are made more necessary 
by the interpersonal implications of viewing an AI as a 
“teammate” rather than a “tool” (Flathmann et  al., 2024). 
Social recovery may manifest as increased communication 
frequency and improved interaction quality. It may also be 
measured using survey-based and behavior-based metrics of 
trust in the AI teammate, to evaluate whether their trust in the 
AI has properly realigned with the model’s nominal reliabil-
ity post-attack. This form of recovery will be the final com-
ponent, as the actions of a compromised AI teammate will 
significantly damage the relationship between the AI and 
human teammates, and potentially even relationships 
between human teammates if the AI inflicts a teamwork 
attack. Trust repair is also likely to be particularly challeng-
ing for attack recovery, possibly requiring novel trust repair 
strategies to rectify. This is because trust repair typically tar-
gets either a competency or integrity trust violation (de 
Visser et al., 2018). The former refers to a violation caused 
by a teammate’s lack of technical skills to perform a task as 
expected, while the latter refers to a violation committed in 
defiance of a set of moral principles deemed acceptable (Kim 
et  al., 2006). These violations are frequently addressed in 
human interaction with automated and autonomous systems 
using trust repair strategies such as apologies, denials, and 
explanations (de Visser et  al., 2018). A compromised AI 
teammate is akin to a teammate’s betrayal and manipulation 
of one’s actions, and as such, it does not neatly fit into either 
category. This lack of neat categorization necessitates the 
development and use of novel trust repair strategies, such as 
presenting the system as a new model.

Limitations and Future Work

There are a few limitations of this model that warrant consid-
eration. The model does not account for HATs across differ-
ent team compositions and forms of AI embodiment. Thus, 
future improvements to the model should address any 

discrepancies that larger teams encounter relative to dyads 
and triads. Future work should also explore the features of 
effective Identification Promotion Systems and Recovery 
Promotion Systems that can be generally applied to HATs 
across different operating contexts. Furthermore, there 
should be clear metrics to gauge successful recovery, though 
it may be challenging to distribute them outside a simulation-
study environment, as some operational contexts can only be 
evaluated after the fact.

Conclusion

As AI models become increasingly capable of acting as true 
teammates in high-stakes environments, human teammates 
must recognize the security risks that could compromise 
their AI teammates and allow harmful data to infiltrate the 
team, distorting emergent team states such as SA and MMs. 
Understanding how compromised AI teammates impact and 
reshape team dynamics is critical, especially given that such 
attacks can go undetected for extended periods of time. 
Existing HAT frameworks and models address trust, SA, and 
MMs in secure contexts, whereas cybersecurity research 
focuses on vulnerabilities rather than their team-level conse-
quences. The proposed model bridges these frameworks to 
highlight the specific taskwork and teamwork processes that 
can be fragmented as a result of a compromised AI attack.
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